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3
Mapping generative models
for architectural design
Pedro Veloso and Ramesh Krishnamurti

Mapping generative models for architectural design
Natural sciences are concerned with how things are; design, on the other hand, is concerned
with how things ought to be (Simon, 1996, p. 114). Likewise, their respective models resonate this distinction between analysis and synthesis. Models in natural sciences are instruments to investigate hypothetical or existing phenomena and are generally based on symbolic
and mathematical concepts. In contrast, architectural designers traditionally use a vast range
of visual media, such as in sketches or physical prototypes (which can be considered as models
as well) to express relevant characteristics of an as-yet-unknown spatial construct.
Architects modify and refine models that partially represent a spatial construct that is
under construction with the models themselves (see Figure 3.1: A). Working as a material and stimuli for design interaction, models in architecture support what design theorists
consider a specific form of creative and cyclic reasoning (Anderson, 1966; Schön, 1983;
Corona-Martínez, 2003; Lawson, 2005; Gänshirt, 2007). Particularly in the early stages of
design, interaction with the partial representations is important for acquiring knowledge,

Figure 3.1 A
 : Design ideation: the direct interaction of designers with visual media to build
an imaginary design world. B: formulation of a generative model: the definition
of input (I) and generator (G) implies the existence of design space to navigate
and look for output design alternatives (O). C: execution of a generative model:
designers control an input, the generator synthesizes a design alternative as an
output, which is observed by the designers.
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creating a frame of reference, and reformulating the problem and solution in parallel (Cross,
2006). In this process, “(…) the designer constructs the design world within which he/she
sets the dimensions of his/her problem space and invents the moves by which he/she attempts
to find solutions” (Schön, 1992, p. 11).
Notwithstanding being a well-established practice, the direct and intuitive engagement
with design media is not the only alternative for design conception. Instead of using static
models for visual and tactile feedback, designers can employ models that embed some form
of decision-making, such as instructions or behaviors, to generate design alternatives, which
is the essence of generative models.1 Our basic representation of a generative model 2 has two
stages—formulation and execution—and three main components: input (I), generator (G),
and output (O).
In the formulation stage (Figure 3.1: B), the designer develops the representations for
the input, for the output, and the algorithm to be encoded in the generator. This algorithm
specifies how to synthesize the output design alternatives, conditioned on the input information. In contrast to conventional design ideation, where designers imagine design worlds by
interacting with design media, generative models induce the space of possible designs (design
space) and the ways that the designer can navigate between solutions.
In the execution stage (Figure 3.1: C), designers interact with the generator by changing the input information and observing design alternatives as feedback in the output of
the model. They can either exploit a subspace of solutions that satisfy certain goals or
explore unexpected alternatives. Potentially, this stage can lead to a reformulation of the
model.
Notice that this representation is not restricted to the use of computational models. It can
(retrospectively) include existing methods, such as form-finding models, like pneumatic,
soap bubbles, soap-film, sand, and suspended chain models (Otto, 2009; Vrachliotis et al.,
2017), or the procedures to generate building elements and configurations from architectural
treatises (Lucan, 2012).3 Nevertheless, the abstraction and generality of numerical and symbolic computation enable the control over all the elements and stages of a generative model
and can subsume most existing generative models. With computers, it is not only possible to
explicitly model geometry and building information—as in CAD and BIM software—but
also to simulate form-finding models, to automate the generation of building types, and to
create custom generative models.
Generative models are constructs situated between design and computational logic. Their
agency can be inspired by different sources, such as human cognition, expert knowledge,
brain architecture, social organisms, natural processes, and dynamics. They are a powerful
and compelling alternative for design that benefits both from the rigor of scientific modeling
and the open-endedness of the design artifacts.

A taxonomy for generative models
Despite the resurgent interest in generative modeling for architecture, there is a lack of consistency and rigor in the treatment of underlying ideas and terms (Caetano, Santos, & Leitão,
2020). The knowledge on generative models is fragmentary, and the techniques to develop
custom generative models are not systematized; so their incorporation in design education is
still challenging.
Early computational generative models focused on the synthesis of architectural layout and relied on techniques from operations research (optimization) and symbolic artificial intelligence (heuristic search) (Eastman, 1975; Mitchell, 1977; Bijl, 1990; Flemming &
30
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Woodbury, 1995; Simon, 1996). Over time, optimization became a dominant technique for
generative models with the incorporation of black-box methods, such as genetic algorithms.
Additionally, rule-based and agent-based models, such as fractals and L-systems, cellular automata and swarm algorithms, or simulation techniques, such as physics simulation, further
extended this repertoire (Fischer & Herr, 2001; Kalay, 2004; Kolarevic, 2005; Oxman, 2006;
Grobman, Yezioro, & Capeluto, 2009; Vishal & Gu, 2012). Ideas from machine learning are
also being incorporated in generative models to infer the generator automatically from data
or experience (Kalay, 2004; Bidgoli & Veloso, 2018; Veloso & K rishnamurti, 2019).
Generative models are occasionally assimilated into design studios and workshops via
predefined computational workflows and plug-ins as a platform to explore a certain design
agenda. They have been integrated into changing trends and design narratives related to aesthetics, mathematics, biology, or to aspects of production, such as tectonics, performance, or
fabrication (Mitchell, Liggett, & Kvan, 1987; Mitchell, 1990; Coates & Thum, 1995; Frazer,
1995; Terzidis, 2006; Coates, 2010; Hensel, Menges, & Weinstock, 2010; Oxman & Oxman,
2014; Henrique et al., 2019).
We have created a taxonomy to contribute to the systematization of existing generative models and development of new ones (Figure 3.2).4 We introduced this taxonomy in computational
design courses at Carnegie Mellon University, and it resulted in insightful feedback and interesting projects—some of these projects are displayed in this chapter as examples. It is based on
components or building blocks of generative models, which are organized in three levels according to their function: expression, synthesis, or learning. Each generative model is represented in
the taxonomy as a combination of the building blocks. The vertical and diagonal connections
between building blocks in different levels represent the combination of components for models
with multiple functions. The horizontal connections represent the hybridization of components
for the same function. The thickness of the lines indicates affinity. Thus, agent-based models have
a relatively stronger affinity with simulation as compared to rule-based models with composition
and, likewise, even more so than parametric models with optimization.
The blocks in the first row are the three common expressions of a generative model:
parametric, rule-based, and agent-based. These blocks are essential because they define specific formulations for the models that result in different types of design spaces and forms of
design navigation. The second row contains computational methods for automatic design
synthesis, such as optimization,5 composition, and simulation. These blocks support the execution stage, where the designers can explore design alternatives by interacting with the
design input and outputs. Finally, the third row contains the blocks of generative learning
and behavioral learning, which are computational strategies to automate the formulation of
the model using data or experience.

Figure 3.2 Taxonomy for building blocks of generative models.
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Expressions of generative models
Parametric model
One of the more popular ways of expressing design synthesis is through parametric modeling,
which has precedents in the history of rationalist architecture and computational modeling
(Davis, 2013a). Roughly, a parametric model can be defined as an explicit representation of
the design logic that can be controlled by independent variables (or input). Mathematically,
these variables are named parameters and are associated with equations that map them to a
certain quantity in the output (Davis, 2013b, pp. 21–22). For example, the explicit representation of the coordinates of a hyperbolic paraboloid parameterized on the straight lines maps
the input parameters (u, v, a) to the coordinates of the surface (u, v, uva) (Figure 3.3). The
parameter a is of special interest because it can be used to change the height of the hyperbolic
paraboloid.
In design, the notion of a parametric function is more general than a mathematical function, because it can also comprehend any type of modeling operation available in design
software. Thus, parametric modeling is employed as a method to explore and visualize variations of architectural solutions, based on an algorithm that receives an input, executes a finite
sequence of well-defined, geometric, symbolic, or even numerical operations, and generates
the design alternatives as output. In other words, the generator is typically a fixed structure
where the changes in the parameters propagate through all the dependencies, updating the
representation.
In the early programming courses for design (Mitchell, Liggett, & Kvan, 1987; Coates &
Thum, 1995), this explicit parametric function was developed procedurally to generate a
certain shape. Furthermore, the designer could change some of the parameters of this program, re-execute it, and watch the change propagate through the function to update the
shape. Today, most current parametric editors for design are propagation-based, in which
the parametric function is explicitly modeled as an acyclic graph with dependencies, modeling operations, and entities (Woodbury, 2010, p. 12; Janssen & Stouffs, 2015, pp. 158–162).
Any change in the input information or some component of this graph will trigger the re-
execution of the function, updating the output.
Parametric modeling enables fast change in a predefined range of variation, which relies
on the domain of the parameters and the parametric function. If the parameters are all numerical or each parameter can be depicted on a separate axis, then the design space can be
represented by a multidimensional parameter space. The designer can explore a combination
of parameters, which are mapped to a geometric solution by the parametric function (if such

Figure 3.3 A
 : function to generate the coordinates of a hyperbolic paraboloid. B: representation of the surfaces in a specific domain of u and v, based on the variation of the
parameter a.
32
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a solution is possible) (Figure 3.4). In the cases where the input is geometrical, the variations
can also be achieved by conventional modeling operations that affect the input.
Different parametric models can capture different design intentions (Figure 3.5). Owing
to a commitment to a parametric structure, the design of a good model requires significant
frontloading. The designer should anticipate and accommodate the intended interdependencies, changes, and future explorations. Otherwise, design decisions and changes in the design space will require reconstructing a part or the whole of the parametric function (Davis,
2013b, pp. 37–47).

Figure 3.4 A
 : diagram of a generative model based on the parameters a, b, and c and on
an internal network of operations. B: variations of the geometry. C: diagram of
parameter space of the model, associating the coordinates of the parameters with
the resulting designs. The model depicted in B and C was developed by Adie Alnobani (Parametric Modeling, CMU, Spring 2016).

Figure 3.5 E xercise for parametric modeling (CMU, Spring 2016): outdoor theater. A: base
parametric model, with requirements for the theater (seats, volume with no columns, and volume to shelter). B: three different parametric models to create a
structure for the base model (authors from top to bottom: Adie Alnobani, Atefeh
Goloujeh, and Cecilia Ferrando). These models respond to the changes of the
parameters of the base model and their own. The diagrams of the parametric
functions and the input values are schematic.
33
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Rule-based model
Rule-based modeling encapsulates a kit-of-parts approach. The parts of the kit are blocks, which
can be selected and, with custom transformations, applied to a design representation to build
alternatives. These blocks can be represented as a set of instructions or be formalized into productions or if-then rules (see rules x, y, z, and w, in Figure 3.6: A and in F
 igure 3.7: A: item 1).

Figure 3.6

E xample based on the half-hexagon table grammar (Mitchell, 1977, pp. 436–439;
1990, pp. 143–147). A: definition of nonterminating rules (x, y, z) and a terminating rule (w). Notice that the dot represents a label, which restricts the precondition for future derivations. B: partial representation of the design space induced
by the rule set. A thicker line represents an example of a sequence of derivations.

Figure 3.7

 : diagram of a rule-based generative model using a variation of the half-hexagon
A
table grammar. B: example of resulting design; C: two variations using parameters
for angle and width.

In the case of if-then rules, the design transformation maps two elements:
The if or left-hand side (lhs) represents the preconditions for the application of the rule.
The then or the right-hand side (rhs) depicts the result of the transformation.
Rules are either terminating or nonterminating. Nonterminating rules contain elements
that represent preconditions, which enable further derivation of the design. Terminating
34
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rules do not have preconditions on the right side, that is, they prevent further changes in the
representation. During the execution of a rule-based model (Figure 3.7: A), an initial design
representation (usually, the input of our generative model) will be incrementally changed by
the rules available in the rule set.
Designing with rule-based models is equivalent to selecting the preconditions and rules
incrementally—that is to say, the decision process is represented by sequences of derivations. The designer or the generator interprets the current design state to detect existing
preconditions (see Figure 3.7: A: item 3). Detecting the preconditions is simple in the case
where it is an atomic representation, such as a character, a string, or a line. Moreover,
geometric preconditions can be subject to geometric transformations, such as rotation or
scaling. However, when the representation is ambiguous, forms and preconditions that are
unanticipated during the development of the rule set can emerge with the derivations. In
these cases, interpreting preconditions in the representation can be hard. After discovering
preconditions, it is necessary to pick a rule compatible with one of the available preconditions (see Figure 3.7: A: item 4). If there is only one rule application available for every state
of the representation, the model is deterministic, and it will generate a single trajectory of
changes, as in standard fractals or simple L-systems. However, if multiple preconditions
and/or multiple rules can be selected, the design space is a network of possible design
alternatives formed by the distinct paths of transformations, starting from an initial representation (Figure 3.6: B).
Models with if-then rules have been widely adopted and formalized in different fields,
such as logic (Bratko, 2011), shape grammars (Stiny, 2006), L-systems (Prusinkiewicz &
Lindenmayer, 2004), and fractals (Mandelbrot, 1983). Overall, rule-based modeling covers a
vast variety of application areas and as such results in different nomenclature and specificities.
Table 3.1 characterizes three different formalisms.

Table 3.1 Different formalisms based on rules
L-Systems
Representation
Original area of
application
Rule set
Left-hand side
(lhs)
Right-hand side
(rhs)
Interpreter
Mode of
application
Types of
operations
Post-processing

Shape Grammars

String with constants and
variables from a fixed alphabet
Developmental biology

Fractals

Shapes composed
of maximal lines
Spatial design and
visual arts
Set of production rules based on Set of rules in a
a fixed alphabet
grammar
Variable from the alphabet
Shape

Atomic geometric entities
(lines, polygons, etc.)
Mathematics of
self-similarity
Typically, one rule defines
a fractal
Initiator geometry

String with variables and/or
constants
Detect substrings
Parallel

Detect subshapes
Serial

Generator geometry (a set
of transformed initiators)
Detect initiators
Parallel

String rewriting

Shape substitution

Shape substitution

A mechanism converts the
string into geometry.

–

–

Shape

Inspired by Gips and Stiny (1980).
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Figure 3.8 
E xample of grammar for the customization of an apartment layout (Veloso,
Celani, & Scheeren, 2018). A: rule set organized in a graph. B: two examples of
floor plans that can be generated by the rules. C: all the floor plans that can be
generated.

Among these, shape grammars are historically the main formalism for rule-based architectural design (March, 2011). Shapes are based on sets of maximal lines (Krishnamurti,
1980; Stiny, 1980) with rewriting rules that enable the substitution of shapes and, potentially,
the emergence of unanticipated shapes (Knight & Stiny, 2001, pp. 364–372). Starting from
an initial shape and following the rules defined by a certain grammar, it is possible to explore
designs with a certain characteristic (a design language). The grammar produces shapes,
which can resemble floor plans, sections, or even 3D models.
For example, in grammar for apartment layout customization (see Figure 3.8), the generation might start with a predefined footprint followed by operations to divide it into sectors.
Then, each sector can be divided into rooms. The navigation in the space of possible layouts
can be executed by a human or algorithm that selects the precedent floor-plan shapes and rules.
Parameter- and rule-based models capture complementary aspects of design logic. In
parametric modeling, the parameters typically define and bound the design space, while
in rule-based models, it is a network that, with proper rules and preconditions, can be indefinitely expanded. Despite these differences, they can be combined in hybrid models. A
parametric function can represent a finite trajectory of rule derivations explicitly, with the
preconditions and rule selection controlled by the input. On the other hand, rule-based
models can be extended with a parametric layer, such as in parametric shape grammars (see
Figure 3.7: A: item 5, and C) or in parametric L-Systems.

Agent-based model
The design decisions and transformations can potentially be decentralized and encapsulated
by a collection of discrete entities. In many domains, the motivation to decentralize the
computation in these entities is to model the behavior of real-world phenomena, such as fluid
36
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flows, pattern formation, reaction-diffusion of chemicals, physics, or even urban dynamics.
In simple cases, these entities are objects that react to external signals, such as in particle simulations. When these discrete entities of the simulation have a degree of autonomy and can
engage in interactions, they are called agents.
The domain of fields studying agent-based computing is vast, and this can lead to confusion with regard to semantics (Niazi & Hussain, 2011, p. 2). For example, in AI, multiagent
systems are goal oriented, and the term “agent” is used to describe autonomous computer
programs that are situated in an environment and are capable of autonomous action to solve a
certain task rationally (Russel & Norvig, 2010). In agent-based modeling (ABM), the agent is
a unit of representation in the computational modeling of social dynamics related to natural
or artificial phenomena (Wilensky & Rand, 2015). These models are used to predict certain
configurations or behaviors based on the interaction of the agents in a shared environment.
Agent-based modeling relies on the interaction between the different components,
such as agent–self, environment–self, agent–agent, environment–environment, and agent–
environment interaction (Wilensky & Rand, 2015, pp. 257–262). All these interactions
typically depend on the configuration of agents and environment in a certain spatial representation, such as cellular grids, topological networks, or coordinate systems. Particularly,
the local interactions of the agents are restricted by a notion of neighborhood, which is paramount to agent-based computing.
An agent observes its internal state, other agents, and the information from the environment. When the agent is represented in a grid, its neighborhood can be defined in various
ways, for example, Moore neighborhood, von Neumann neighborhood (Figure 3.9: A and
B), or by an arbitrary collection of cells. Agents in Euclidean space can receive the information constrained by a certain radius (Figure 3.10: A) by signals from radial pulses or any
other form of perception. The internal program of an agent or its policy defines what action
to take conditioned on the information received by the agent over time. This policy can be
a simple reactive strategy (e.g., follow the gradient of pheromone or move toward the closest
neighbor), a set of if-then rules that looks for preconditions in the input to select the action, a
set of cumulative behaviors (Figure 3.10: B), or a more sophisticated function that chooses an
action, based on an estimate of the future performance (see example in Figure 3.20).

Figure 3.9 
A: Moore neighborhood with different radii for a single-cell agent and a multicellular agent. B: von Neumann neighborhood with different radii for a single-cell
agent and a multicellular agent. C: simulation with multiple agents that use two
cells for expansion (model by Pragya Gupta, Design and Computation 2, Fall 2018).
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Figure 3.10 B
 oids: a model that simulates the flocking behavior of a bird. A: neighborhood
based on radius and visibility angle. B: three basic behaviors (separation, alignment, and cohesion) which add forces to the agent conditioned on the state of
the neighbors. A and B are based on diagrams by (Reynolds, 1999). C: Boids
interacting in a simulation.

In terms of actions, in a grid, an agent might be able to switch the states of its current cell,
such as in cellular automata. In other cases, it might be able to move to another cell, such as
in ant algorithms, or even expand or retract to change its shape if its representation allows
multiple cells (Figure 3.9: C). In the Euclidean space, an agent can move using acceleration
(Figure 3.10: C) or change aspects of its shape, such as the position of vertices of polygons.
The behavior of agents in a shared environment results in interaction and changes in the
design representation.
In Table 3.2 we show models that are applicable to agent-based form exploration, and
architectural and urban design.
For deterministic agents and environment, the design space is a single trajectory of states,
parameterized by the initial configuration of the agents, as in standard cellular automata. On
the other hand, if the agents can take multiple actions for the same circumstance, the space
of design alternatives is a large network based on the joint states (nodes) and actions (edges)
of the agents in the environment. Each of the possible paths of this network displays a certain
evolution of patterns over time.
The design navigation relies on a sequence of interactions that change the representation.
Overall, the designer can explore the different patterns by configuring the program of the
agents, the characteristics of the environment, or the initial state (Figure 3.11: A). In the
simulation, the model will update the states of the agents and the environment over multiple
time steps (Figure 3.11: B).
Agent-based models can emulate properties of natural phenomena, such as self-
organization, robustness, scalability, and flexibility. Particularly, it supports the coherent arise
of patterns at the macrolevel from the interactions between the parts at the microlevel—
which is generally referred to as emergence (Simon, 1996, pp. 169–172; Holland, 1998, pp.
115–124; De Wolf & Holvoet, 2005). The compelling aspect of emergence for design is that
the emerging patterns are not represented explicitly in the initial configuration of the agents
38
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Table 3.2 E xamples of agent-based models
Discrete models

Swarm models

Example

Cellular
Automata
(Wolfram,
2002)

Reactiondiffusion
(Turing, 1952;
Pearson,
1993)

Standard
Environment

Grid

Grid

Agent

Cell with
binary states

Standard
Moore
neighborhood

Grid or
graph with
pheromone
markers, food,
and nest
Cell with a
Ant that
concentration occupies a cell
of two
chemicals
Moore

Action

Update state
Update state
based on
based on the
neighborhood reaction of
chemicals

Result

Dynamic
patterns

Figure 3.11

Ant foraging
(Bonebau,
Dorigo, &
Theraulaz,
1999)

Dynamic
patterns with
chemicals

Adjacent cells/
nodes

Move to the
adjacent cell
based on
pheromone;
deposit
pheromone
Pheromone
network
between food
and nest

Growth models
Boids
(Reynolds,
1987, 1999)

Euclidean

An agent
with a
position,
velocity, and
acceleration
Agents
within
distance
and visual
field
Behaviors
update
trajectory

Flocking
patterns

DiffusionDifferential
limited
Growth
aggregation
(Witten Jr
& Sander,
1981)
Euclidean
Euclidean

Particles
that move;
aggregated
particles

A network
of
connected
discs

–

Connected
discs

Random
movement;
attach
particles
close to
aggregation
Brownian
trees

Disc
repulsion;
extended
link creates
a new
agent
Self-folding
curve or
mesh

 : diagram of the agent-based model. The bottom loop represents the time steps
A
and the top loop represents the updates of the agents for an one-time step. B:
three distinct steps of the simulation.
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and environment. The large design space of agent-based models can contain unexpected
collective behaviors or formations that are revealed during the execution of the generative
model, because the actions of the agents are conditioned by their surroundings. Emergence
comes at the cost of lack of control, which is a trade-off that should be considered during the
development of the model.

Synthesis
Once the expression of the model has been formalized, it is possible to explore design alternatives with some form of user control. The design representation can be modified, the
parameter values of parametric models can be tweaked, and rule-based models can be computed by selecting shapes and rules. However, generative models typically incorporate a
strategy to navigate in the design space and automatically synthesize design alternatives.

Optimization
Synthesis by optimization involves searching for the best solutions in a certain design space,
with regard to some quantifiable criteria of performance. It is often associated with a parametric model, which expresses the design outcome as a function of specific input parameters.
It adds two components to the generative model: a fitness function and an optimization
algorithm.
The fitness function typically evaluates the performance of a design mathematically. It
receives the design output from our generator and returns its performance values, subject to
constraints. The fitness function can be as simple as a function that measures the surface area
of a solution or as complex as a structural or energy simulation. Constraints can be values,
combinations of, or relations between parameters that either are unacceptable or result in an
unacceptable solution. These constrained solutions can be either avoided or eliminated from
the model in the generation process or be represented in the fitness function as penalization.
By outputting a fitness value, this function creates a new space for the generative model:
the fitness space. In this context, exploring design alternatives involves understanding the
relation between the space of possible choices (usually, the parameter space of the model)
and the space of the performance. If the fitness function is based on a single objective or
performance value, each design alternative tested can be ranked on a one-dimensional space,
which makes selection easy—i.e., by just picking solutions with higher value—for example,
in Figure 3.12, the ones closer to the darker area. If there are multiple performance criteria to
be represented in a fitness function, it is necessary to define some strategy to address tradeoffs
and rank solutions.6
The second additional component is an optimization method that can automatically navigate in the decision space of our generator (usually the parameters) to incrementally find
solutions with better fitness values—i.e., by finding the parameters, subject to constraints,
that maximize this fitness function.
Generative models originally inherited optimization techniques used in operations research for decision-making in military operations and industrial organization (Churchman,
Ackoff, & Arnoff, 1957, p. 3). These mathematical techniques for decision-making relied on
specific analytical forms of the problem description7 (Mitchell, 1977, pp. 468–472; Radford
& Gero, 1988). Nevertheless, the elements of generative models, such as the parameters,
generator, the constraints, or even the fitness function, extrapolate the forms required by
mathematical optimization. They require techniques with less mathematical restrictions and
40
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Figure 3.12 A
 : parametric model with a fitness function and an optimizer controlling its parameters. B: variations of the design. C: fitness landscape: diagram representing
the fitness value of every solution in the parameter space (darker means higher
value). B–C: a model developed by Adie Alnobani.

that enable designers to explore partial solutions or to learn about the correlation between
decisions and performance.
Over the past decades, with the development of novel black-box methods—namely,
algorithms that do not require knowledge of the fitness function—optimization became
predominant in generative modeling. There are three categories of black-box algorithms:
metaheuristics, direct search, and model-based (Wortmann, 2018, pp. 100–114). Recently,
genetic algorithms, simulated annealing, particle swarm optimization,8 and many other
black-box techniques have been incorporated into parametric modeling as plug-ins (Rutten,
2013; Wortmann, 2017). These techniques contain different strategies to navigate in the parameter space of the model based on the fitness signal of the objective function. Particularly,
metaheuristics use higher-level strategies.

Optimization of parameters
Optimization is a very general method and allows design synthesis for different formulations
of generative models. Typically, optimization is applied to the parametric model to choose
the parameters that increment the fitness values of the resulting design alternatives. However,
it allows for many other applications.
Optimization of parameters can also be applied to rule-based and agent-based models.
In the former, the parameters can represent a way to select the initial state (see Figure 3.13),
precedents, rules, and the number of time steps. The fitness function can evaluate the characteristics of the designs achieved by these parameters. In the latter, the parameters of the agents
or the environment can be considered the parameters of the model. The fitness function will
evaluate the performance of the agent or the overall model after one or more simulations.

Optimization of programs
In the previous optimization examples, the topological structure of the parametric model
or the logic of the algorithm is predefined, so the optimization can focus on the parameter
space. However, it is possible to use a metaoptimization to induce generative programs. The
challenge is that the algorithms should be able to operate on data structures more complex
than a list of parameters, such as trees or directed graphs with variables and operations.
Conventionally, the algorithm used for this task is genetic programming (Koza, 1992), an
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Figure 3.13 A
 : optimization of floor plans with genetic algorithms and KD-Tree, inspired by
Knecht & König (2010). Parameters are the coordinates for the points used as
input for a KD-Tree partition. B: examples of resulting designs.

Figure 3.14

 se of genetic programming (plug-in Embryo) to generate parametric definitions
U
for sculptures (Michael Stesney, Generative Models for Design, CMU, Fall 2019).
A–B: two parametric graphs with custom operations and variations of the resulting sculpture below.

extension of genetic algorithms that deals with hierarchical computer programs of dynamically varying sizes and shapes. It uses variations of the same genetic operators as the genetic
algorithm, namely, selection, crossover, and mutation, to evolve a program (Figure 3.14).
This approach can also be employed for generating programs such as parametric functions
42
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(Harding, 2016) or internal programs of agents. In the former case, the algorithm generates
parametric functions and uses a fitness function to evaluate the performance of their output.
In the latter case, the optimization creates the program of an agent and evaluates its performance in a simulation. Overall, inferring the program to achieve a certain goal is a task that
is close to the two categories of learning in taxonomy.

Composition
In the decision-theoretic paradigm of symbolic AI, design synthesis can be modeled as a sequential decision process based on the search of “satisficing” solutions rather than optimizing
performance (Simon, 1975; 1996, pp. 114–122). In this case, the generative process starts with
an initial representation of the design. The designer uses some form of heuristics to select
incremental transformations, which can be interpreted as a sequential composition.9 While
the interaction of the designer with any type of model can be interpreted as a sequential decision process, this type of synthesis is built-in in rule-based models, where the design space
is defined by an implicit network with design alternatives.

Sampling
To explore the design space of a rule-based model without being committed to specific
goals, it is possible to sample solutions using a stochastic or deterministic strategy to select
preconditions and rules. This can result in solutions with certain qualities. For example, we
created an atomic shape grammar called Q-growth as an educational experiment to explore
both the precondition and rule selection that lead to certain types of formal configurations
( Figure 3.15). It contains three rules that can be applied to any convex quadrilateral—x:
expansion, y: parametric division, and z: elimination. All the quadrilaterals in the representation are preconditions. They can be ordered for the next derivations based on a fixed

Figure 3.15 A
 : rules of qGrowth grammar. B-C: generating forms with stochastic selection
of rules (rule x: 60%, rule y: 30%, rule z: 10%) and parameter p (0.2: 50%, 0.8:
50%). B: precondition selection with a queue (quadrilaterals added first to the
frontier are selected first). C: precondition selection with a priority queue (quadrilaterals closer to the circle are selected first).
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logic, such as a queue (first in, first out), a stack (last in, first out), or a priority queue (order
according to a property). The rules and parameters for the derivation are sampled from a
probability distribution defined by the designer. A collision test is used to prevent new
quadrilaterals to collide with preexisting elements in the environment (other quadrilaterals
and obstacles).

Search
For a more systematic composition, the following are necessary: (1) a goal function to evaluate the qualities of the design alternatives in the design space and (2) a systematic search
strategy to build solutions. In contrast to the fitness function used for optimization, which
returns a numerical value indicating performance, the goal function typically indicates if a
design is satisficing or not, based on experience, preferences, or any other criteria. A search
algorithm starts at the root of a search tree and explores multiple paths incrementally until
it eventually synthesizes “satisficing” designs based on designer aspirations and criteria
(Simon, 1975, pp. 297–301; 1996, pp. 119–121). The search can rely on personal criteria
or strategies from AI (Russel & Norvig, 2010, pp. 64–119), such as the ones described in
Table 3.3.
One of the classical examples for applications of search in design is in layout automation.
For example, Autoilet (Figure 3.16) combines a parametric and rule-based model with a
search to automate the design of single-user toilet rooms according to the standards of the
Americans with Disabilities Act (ADA). The inputs for the algorithm are the dimensions of
the room, whether the room is L-shaped or not, the dimensions of the corner, and the position of the door. For each element of the toilet, there is a geometric entity as well as clearance.
The goal function requires that the geometry and clearance of each element should be within
the boundary of the room and there should be no conflicts between objects and clearances.
A depth first search (DFS) is used to sequentially place all the equipment elements and return
satisficing solutions.

Table 3.3 E xamples of search algorithms

Breadth-first
search (BFS)
Uniform-cost
search (UCS)
Depth-first
search (DFS)
Greedy bestfirst search
A*
Monte Carlo
Tree Search
(MCTS)
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Type of knowledge

Order of exploration

Order of branches

Level-by-level

Data structure

Frontier: Queue (first in,
first out)
Path cost
Best path cost first
Frontier: Priority queue
(highest priority first out)
Order of branches
The deepest nodes first
Frontier: Stack (last in, first
out)
Estimate of value of
Best estimate to reach goal
Frontier: Priority queue
next nodes
first
(highest priority first out)
Path cost and estimate Best path cost and estimate to Frontier: Priority queue
of value of next nodes reach goal first
(highest priority first out)
Estimate of node values Policy that balances
Estimates are stored at the
based on sampling and exploration and exploitation
nodes of the tree
backpropagation
of current estimates. Random
search for unexplored nodes
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Figure 3.16

 utoilet (Jichen Wang and Joon Young Choi, Generative Models for Design, Fall
A
2019). A: parameter space of the input (boundary, corner, and door placement)
for rectangular and L-shaped footprints. B: examples of solutions using depth
first search (DFS) for placement of toilet, sink, and Americans with Disabilities Act
(ADA) circle.

Conventional search techniques can be of limited use for large design spaces. However, it
is possible to eliminate large portions of the search tree at once by identifying combinations
that violate certain constraints, such as collisions, area, etc. Besides, modern techniques, such
as Monte Carlo Tree Search, can be combined with neural networks to address extremely
large state spaces, such as in the game of Go (Silver, Hubert, et al., 2017; Silver, Schrittwieser, et al., 2017). This can lead to the development of search-based models to address more
complex design problems.

Traversal
In some cases, the designer enumerates all the possible solutions under a certain criterion—
such as all possible rectangular and nondimensional floor plans up to a certain number of
rooms (Steadman, 1973, 1983; Krishnamurti & Roe, 1978). While this type of enumeration
can be done by sampling multiple solutions and organizing the unique results in a set, it is
more efficient to use a search algorithm to explore the solutions systematically. However,
instead of stopping the search when a certain goal function is satisfied, the algorithm should
keep exploring and accumulating all the satisficing solutions until the search tree is exhausted
or a certain stopping condition is triggered.

Simulation
In the case of agent-based models, the mechanism for decision-making is already embedded
in the program of the agents. The algorithm to form solutions relies on executing the interaction of the agents in the environment over time—that is, a simulation. To explore different
alternatives in a simulation, the designer must push the simulation toward certain directions
by customizing the environment and the agents. This customization can involve tasks such
as, parameter tuning (see Figure 3.17), the design of new behaviors, or simply adding randomness. See the Section “Agent-based model” for more details.
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Figure 3.17

 gents generating an underground gallery on campus (Jinmo Rhee, Generative
A
Models for Design, CMU, Fall 2019). A: stochastic program with three rules. B:
design of campus gallery based on agents with r2 = 0.59 and r3 = 0.67 at time
step 200. C: the resulting spatial configuration for the same initial environment
with different parameter: r2 and r3 increase the probability of choosing rule 2 and
rule 3 respectively.

Learning
The previous categories rely on the designer explicitly encoding the generative knowledge
with different formulations (parameter-based, rule-based, or agent-based) and strategies for
synthesis (optimization, composition, or simulation). However, the generative rationale to
formulate a model might not be available—e.g., when designers rely on their cumulative
experience to interact with the design media and respond to immediate problems based
on unconscious mental processes, with no need for an explicit rationale. One alternative
to incorporate implicit design knowledge is to use design data or experience to infer the
generative logic of a model. This possibility is explored in machine learning (ML), a multidisciplinary field concerned with the question of “how to construct computer programs
that automatically improve with experience” (Mitchell, 1997, p. xv). In the past decade,
ML gained momentum with the development of techniques based mainly on deep neural networks—which originated the field known as deep learning (Goodfellow, Yoshua, &
Aaron, 2016).
A neural network is a parametric model vaguely inspired by the human brain and by its
capacity to change its own pattern according to different experiences from the world. In
contrast to parametric models from architecture, which largely rely on a graph with geometric operations, neural networks are usually formulated as a network of simple differentiable mathematical operations and functions. A typical neural network is organized as
a feed-forward sequence of fully connected layers. Each of these layers represents a matrix-
vector multiplication followed by a nonlinear activation function. More specifically, the layers are composed of a series of small units called neurons, connected to the units of the next
46
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layer. Each unit linearly combines the previous layer’s output values and the local parameters
(weights and bias). Then, it passes the result through a nonlinear activation function, which
expresses how “activated” the node is. Neural networks can use other patterns of connection
and types of operations to address geometric or spatial information. For example, convolutional neural networks (CNNs) use special operators called convolutions for tasks involving
images or any grid-based data. Other network architectures and operations can address sequential data, graphs, point clouds, and meshes.
Neural networks can adapt and approximate functions. For example, in supervised learning tasks, such as regression or classification, a labeled dataset with pairs of input and output
elements works as an instructor to tell the model what function to approximate (Goodfellow,
Yoshua, & Aaron, 2016, p. 105). In the context of design, the input (independent variables)
can represent a context or the requirements for a project and the output is some aspect of
the design to be predicted or classified. In this supervised setting, the training feeds the
neural network with input—output pairs from the known data. It uses an error function
that measures the difference between the known output (target) and the output predicted by
the neural network, given the input. Then, an optimization algorithm changes the internal
parameters of the neural network to minimize this error and, consequently, approximate the
target function. Part of the known data is removed from the training and used to test if the
function can generalize to new and unseen input data.
An adaptive model such as a neural network enables designers to build components of a
generative model without explicitly describing its logic, which is an important step to bridge
computation and intuitive design. With the recent advancements of ML, these components
can be as varied as a fitness function, a parametric model, the program of agents, or a search
mechanism. This brings learning algorithms to the formulation stage (Figure 3.18: A). The
logic of the component can be inferred from different sources, such as a dataset curated by the
designer or simulations. Then, in the execution stage, the component will support the generation of design alternatives and can even be refined with further training (Figure 3.18: B).

Generative learning
There are many techniques in using a neural network as part of the generator. This is an open
area of research in design, so we will briefly mention the most notable examples, such as deep
dream, neural style transfer, autoencoder, and GANs.

Figure 3.18

 : the formulation of generative model using a data set (D), a neural network
A
(NN), and a learning algorithm (L). B: execution of a generative model: designers
control an input (I); the trained neural network works as part or as the whole
generator (G) and synthesizes a design alternative as an output (O).
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Figure 3.19 A
 : architecture of VGG-16; B: every column contains synthetic images for the
visualization of two features of different layers of the network (indicated by the
dotted line). Based on a repository (Ozbulak, 2017).

Let us start with a simple model: VGG16 (Simonyan & Zisserman, 2015) (Figure 3.19: A),
a CNN trained for classifying an input image in 1,000 classes of objects, such as teapots,
Siberian huskies, and churches. After successful training, the network classifies the input image by using a series of layers, which result in increasingly complex internal representations.
These representations are called feature maps, and they are the knowledge used by the model
to classify the input. In the first layers, these feature maps might capture abstract patterns such
as the occurrence of horizontal lines. Closer to the end, they can capture more sophisticated
shapes of the objects to be classified.
Deep dream (Mordvintsev, Olah, & Tyka, 2015) was originally invented to investigate
what the neural network “sees” when it receives a given input image. This is a hybrid model,
as it uses optimization for synthesis. It incrementally changes the pixels of an input image
to maximize the activations of one or multiple feature maps, so the patterns of the selected
feature maps start to emerge like a hallucination. While this process typically starts with an
image with random noise, a real photo and drawing can be used and transformed. For example, we used this algorithm to change an image of the Cathedral of Brasilia, designed by
Oscar Niemeyer (Figure 3.20: A). We selected a feature map in the last convolutional layers
to generate a more complex pattern of hallucination.
In the case of neural style transfer (Gatys, Ecker, & Bethge, 2016), optimization is associated with the trained neural network to create an image that has abstract qualities of a style
image and the concrete qualities of a content image. In this case, different feature maps are
used as a mechanism to measure the similarity between the synthesized image with the original content image and the style of the original style image. Optimization is used to change
the pixels and minimize these differences, which results in a stylized image (Figure 3.20: B,
C, and D).
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Figure 3.20 A
 : applying deep dream to an image of the Cathedral of Brasilia (photo by the
first author), based on feature 286 of the last convolutional layer (activated by
the top right image on Figure 19: B). Based on a repository (Ozbulak, 2017). B–D:
custom style transfer based on the code from Jacq n.d.. B: Style image produced
by Kate McLean. C: content image. D: content image incorporating style.

Figure 3.21 D
 eepcloud. A: architecture of autoencoder trained on a dataset of point clouds
of chairs. B: monstrous chair series generated by exploring the parameters of the
latent space as input.

While these examples are interesting, they are still only hybrid optimization models that
rely on the knowledge embedded in a model trained for classification. On the other hand,
generative models from machine learning10 can explicitly or implicitly learn the distribution of a certain dataset, which enables sampling novel things from it (Bishop, 2006, p. 43;
Foster, 2019). Generative modeling is one of the current frontiers in ML and has been responsible for many of the advances in art, image, and video synthesis. There are several generative models in ML, including but not limited to autoencoder and generative adversarial
networks (GANs).
An autoencoder (AE) is a model composed of two parts: an encoder and a decoder
( Foster, 2019) (see Figure 3.21). The encoder learns how to compress the samples of a data
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distribution into points in a lower-dimensional representation (latent space) or into a normal distribution around this point11 in the case of a variational autoencoder (Goodfellow,
Yoshua, & Aaron, 2016, pp. 696–699; Foster, 2019). The decoder learns how to reconstruct
the original input based on the observed values in this compressed representation. They are
trained simultaneously to compress and reconstruct each of the samples in a dataset with a
consistent representation, such as images or point clouds. After training, the decoder can be
decoupled and used to synthesize new output data, using the compressed vector as the input
parameters.
In the context of generative models, autoencoders can be trained to reconstruct a set of
design examples with certain characteristics. For example, in DeepCloud (Bidgoli & Veloso,
2018) (Figure 3.21), an AE reconstructs point clouds from datasets of chairs, cars, hats, and
tables. After training, DeepCloud captures structural aspects of the dataset in the space of
the compressed vector. Therefore, the user can manipulate the parameters of the decoder
to reconstruct the design examples in the dataset or create novel or hybrid designs based on
different parameter values.
In contrast to autoencoders, which learn a lower-dimensional representation, GANs
are generative models created with the primary purpose of synthesizing new data that
look like sampled from a dataset (Goodfellow et al., 2014; Goodfellow, Yoshua, & Aaron,
2016, pp. 699–703; Foster, 2019). GAN architecture leverages two adversarial neural
networks, a generator, and a discriminator. The discriminator is trained with the samples
from a dataset and learns to test if a given input belongs to it. The generator has no access
to the dataset and should learn how to generate samples to trick the discriminator. As a
result, the generator masters the task of synthesizing data that fit in the distribution of
the database.
After training a GAN with a certain dataset of design alternatives, the generator can synthesize new design alternatives with characteristics like the ones in the dataset (Figure 3.22).
The input parameters of the generator are typically a random vector used to promote variations on the synthesized data, but with the extensions of the model (Hindupur, 2017),
conditional information or even user input can be used for additional control. Recently,

Figure 3.22 
Urban structure synthesizer (Jinmo Rhee, Generative Models for Design, CMU,
Fall 2019): 3D models (A) and 2D diagrams (B) with incremental variations of an
urban fabric. The diagrams were generated with a model (WGAN-GP) trained on
a dataset of images from Pittsburgh, USA.
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GANs have been widely applied to architectural design to analyze and generate building
representations, such as floor-plan layouts (Huang & Zheng, 2018; Zheng, 2018; Chaillou,
2019; Newton, 2019; Nauata et al., 2020).

Behavioral learning
Behavioral learning emphasizes decision-making of agents that interact with an environment over time to achieve a certain goal. This is particularly compelling for research on
agent-based generative models, which currently relies on the predefined behavior of existing
models, such as swarm algorithms (flocking and pheromone navigation), cellular automata,
reaction-diffusion, and custom physics simulation.
One of the main sources for this category is the field of reinforcement learning (RL),
which addresses agents that learn by interacting with the environment and discovering behaviors that can maximize their performance with the respect to certain goals defined by the
designer. In RL, problems are expressed in the formal framework of the Markov decision
process. There is a set of states (S), which represents different configurations for the agent
and the environment in any context, such as games, driving, or even configuring layouts.
The agent observes the current state (s) and it takes one of the available actions (a). The environment sends information about the new state (s’) and evaluative feedback in the form of a
reward (r), which reinforces certain behaviors positively or negatively.12
The design of the function that returns the scalar reward signal for the agent transitions is
critical for RL. This reward function can be explicitly defined by the designer or potentially
learned from desired behavior. An ill-formulated reward function can lead to unexpected
and undesirable behavior. Also, a function that returns only sparse reward signals can make
learning extremely hard.
Given a proper reward function, the goal of the agent is to learn a policy, a function
that, given any state, selects an action. Neural networks can be used to learn a policy that
maximizes the long-term cumulative rewards and/or a function that estimates the future
cumulative rewards, given any state and action. While datasets with existing trajectories
can be used for training, it typically relies on experiences generated in simulations of the
agent interacting with the environment. This approach characterizes the field of deep
reinforcement learning (DLR) (Sutton & Barto, 2018), which gained notoriety with the
recent success in learning how to master playing videogames (Mnih et al., 2013; Vinyals
et al., 2019) and board games such as go, chess, and shogi (Silver, Hubert, et al., 2017;
Silver, Schrittwieser, et al., 2017). Multi-agent deep reinforcement learning (MADRL)
(Nguyen, Nguyen, & Nahavandi, 2018) extends DRL with algorithms to address multiple agents.
To explore the potential of RL for training custom agent-based models for architectural
design, we have developed a proof of concept in which agents are trained to generate a floorplan diagram (see Figure 3.23). Each agent is a set of grid cells that share edges. It uses basic
expansion and retraction actions to compose more complex behaviors such as moving, reshaping, or even jumping. Its goal is to reach a specific area, be adjacent to other agents, and
satisfy certain shape constraints. The agents interact in a grid environment with obstacles to
satisfy these goals. After the agents are trained and they know what actions to take to pursue
their goals, a designer can interact with them in a simulation. The designer can not only
customize the objective parameters (e.g., increase the area of an agent) but also reconfigure
the cells of the agents and the environment. The trained agents will react and incrementally
form a spatial configuration compatible with the current goals.
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Figure 3.23 
Twelve spatial agents generating a two-bedroom house (0: patio, 1: living room,
2: dining room, 3: kitchen, 4: corridor, 5: half-bath, 6: corridor, 7: bedroom, 8:
bath, 9: closet, 10: bedroom, 11: bath) in different environments. A: a terrain on
the top of a hill with irregular boundaries. B: terrain with central obstacles. C: a
terrain with a stream and a bridge.

Final considerations
The proposed taxonomy is not only a gateway to generative models in design education
but also a register of an ongoing redefinition of creative practices with different computational paradigms. The maturity of generative methods in design culture provides
fertile territory for many of the recurrent visions of artificial intelligence and design,
such as the symbiosis of human designers and architectural machines (Licklider, 1960;
Negroponte, 1970). With some form of creative agency, generative models can support a
productive human–machine partnership to enable design workflows that are not possible
by either of the “designers” alone. However, to become part of a practice and address
real-world problems, a symbiotic design would depend not only on advancements in
artificial intelligence but also on the development of a fluid interplay between humans
and machines.
The taxonomy focuses on the generative logic of computational models, which has a direct influence on the knowledge of the generator and the granularity of the possible design
interaction. However, with proper interactive strategies and mechanisms, generative models
can support more natural forms of interaction with design alternatives. External factors,
such as user experience and human–computer interaction, are essential to explore the possible modes of interactions, such as hand-mediated, multimodal, experimental, and virtual
reality- and augmented reality-based systems (Erdolu, 2019).
Besides, fluid construction of generative models is an important step toward the symbiotic
exploration of design worlds by humans and machines. Creative design exploration cannot
be restricted to a linear process or a single generative model. Designers address complex
design situations by changing, on the fly, both the formulation of the design solution and
the problem. Open-ended design exploration requires a flexible reformulation of models
to explore varied design spaces. While some of the models presented are more flexible for
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restructuration, the formulation and reformulation of generative models typically require
explicit knowledge about the generative logic and expertise on different programming languages, modeling software, and plug-ins. Soon, it might be possible to infer and tune varied
models from databases or directly from the designers’ preferences or behaviors, dissolving the
boundary between formulation and execution.
Many of the challenges for symbiotic architectural design are still uncharted. Nevertheless, the current landscape of generative design already provides elements to review essential
components of practice and education, such as the notions of authorship, collaboration, originality, and the sources of architectural configuration.
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Notes
1 There are many terms used in the literature, such as generative system, generative model(ing), and
generative design. In fields such as systems engineering and cybernetics (Ashby, 1956), system is
used to comprehend the studied phenomenon as a cohesive organization composed of interacting
parts that together produce results not obtainable by the parts in isolation. The term model refers
to the representation of a system. We opted for the term generative model for three reasons: (1)
it describes representations of concrete generative systems; (2) it can be considered an instance of
models used for design conception; (3) it also unifies the nomenclature of the diverse areas addressed in the chapter, such as mathematical models, geometric modeling, parametric modeling,
agent-based models, rule-based models, and adaptive models in machine learning. We use the
term generative design when we refer to an architectural practice or method that uses generative
models.
2 While our representation is unique and represents our approach to the topic, it certainly has precedents in the literature, such as Fischer and Herr (2001), Cagan et al. (2005, p. 172), Gänshirt (2007,
pp. 78–79), Bohnacker et al., (2012, p. 461), Veloso and Krishnamurti (2019).
3 In the case of form-finding models, the formulation requires constraining existing natural phenomena to make their behavior work as an algorithm for form exploration. In the case of a written
procedure to generate a building element, the execution stage depends on the designer.
4 While the taxonomy shown here is not exhaustive, it is broad enough to subsume earlier classifications that were based, perhaps, on finer considerations, for example, AI techniques such as knowledge representation, case-based reasoning, and expert systems. Some of the techniques might be a
special case of the existing blocks or might fit in between the blocks.
5 These building blocks are related to a specific aspect of generative modeling, so it is important to
distinguish them from the algorithms that they comprehend. For example, the Category “Optimization” is mostly based on optimization algorithms for design synthesis. However, optimization
algorithms are very general and can be applied for other ends, such as training neural networks (see
Section “Learning”).
6 For example, it is possible to rank sets of solutions based on their hypervolume in the objective
space, to combine the different objectives in a singular fitness dimension, or to look for the nondominated elements in the set of solutions. Dominance is characterized between two solutions.
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A solution “a” dominates a solution “b” if it is no worse than “b” in all objectives and it is better than “b” in at least one objective. A solution is nondominated if no other solution in the set
dominates it.
For example, calculus requires access to a continuous and differentiable function, and classic
optimization techniques usually restrict the problem formulation to a specific analytical form,
such as a convex space (Radford & Gero, 1988, pp. 48, 90; Boyd & Vandenberghe, 2004,
pp. 1–2).
These examples are metaheuristics that use higher-level strategies inspired by nature to explore
good solutions to an optimization problem (Brownlee, 2012). Genetic algorithm is inspired by
evolutionary biology and uses natural selection operators (crossover and mutation). Simulated annealing is inspired by the process of annealing in metallurgy and uses a decreasing temperature to
reduce the exploration of random solutions over time. Particle swarm optimization is inspired by
the swarm behavior, such as flocking, and uses multiple particles to move, based on shared information of the positions of the best-known solutions.
The term composition is related both to function composition and architectural composition. In
mathematics, this is an operation that sequentially applies two or more functions (e.g., g(f(x))). In
architecture, it is related to the process of creating an architectural configuration.
While there is an overlapping, it is important to distinguish the idea of generative models for design
(the topic of this chapter) from generative models in machine learning.
Usually it is assumed that there is no correlation between the dimensions, so the encoder can output
the vectors with the mean and the variance (or the logarithm of the variance).
This workflow relies on the Markov property, so the probability of moving to a state s and receiving
a reward r is only dependent on the information stored in s and the action a selected.
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